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Ensemble methods
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o we assume supervised learning and restrict ourselves to
g = 2 classes,

o contrary to previous approaches we have not one but
many, e.g., M classifiers,

o these classifiers are statistically independent so they
independently classify observations,

o single classifiers are characterized with a low accuracy,
slightly higher than  (e.g., 0.55) — they are then so-called
weak learners.
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P a1k, 453 o the probability of a making a correct decision in
such a case is p = 0.55,

0 the expected number of correct decisions
among all M classifiers reads pM ,

O itis a binomial distribution with variance equal
to p(1 — p)M = 0.2475M i standard deviation
0.4975V'M,

o for a large value of M we can be almost certain
porktad Gy et pe055 that the majority of classifiers should make a
correct decision,

o it follows that for large M classifying an
observation as such that has been chosen by
the majority gives the right choice!!

O in reality classifiers are seldom independent...
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One of the first and most simple ensemble methods was
proposed in 1996 by Leo Breiman and is called bagging
(from bootstrap aggregation):
Q foreach m=1,...M draw a sub-sample Py, out of
the original N-element training set,

O on each sub-sample P, train a classifier(a tree) T,

In effect we have a family (an ensemble) M of trees, each
trained on a separate N-element training set created with
a bootstrap method.

In order to classify a new observation we test the
response of each of the trees and assume the class that

Leo_ Bre_iman, University of
California, Berkley, chosen by the majority of the trees.

1928-2005 (around 30 on
the photo) — known owing
to this works on CARTS, tree
ensembles and random
forests
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In this example we generate 2-dimensional Gauss distributions with mean
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A single tree trained on the full sample consists of 17 nodes.

) ¥ < 0967 ]

[
80 40

@ 5
421 ‘ 18.39)

x>=-0.19

1
101 ‘




Bagging
(eJe] o]

We check perform cost complexity pruning
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The accuracy on the pruned tree is 0.88 of TRAIN, and 0.80 for TEST.
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We run the bagging method for our

Wyniki dla algorytmu bagging
case:
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We run the bagging method for our

Wyniki dla algorytmu bagging
Y case:

Q@ along with the number of trees
l i : the classifier error rate drops

0.20

t ' down (black - TRAIN, red -
TEST),
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O for ca. M = 50 the error rate
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O for larger numbers of trees we
get lower dispersion,
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We run the bagging method for our

Wyniki dla algorytmu bagging
Y case:

Q@ along with the number of trees
l i : the classifier error rate drops

0.20

1 l down (black - TRAIN, red -

| TEST),

T S S O for ca. M = 50 the error rate
l 1 { I } saturates,

O for larger numbers of trees we
get lower dispersion,

s 1w w4 w0 O for large M both TRAIn and
TEST error values are lower
than for a single optimal tree.
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[ Jele}

A certain improvement of the bagging method is
boosting (1997, Freund and Schapire). This approach is
independent from bagging but both methods have some
common features :

{ Q@ in bagging all sub-samples are created by
resampling with replacement following a uniform

distribution,
Yoav Freund

Q@ in the case of boosting resampling with replacement
is also possible but the distribution evolves with
consecutive sub-samples,

O after a sub-sample is drawn, a classifier is created

Robert Schapire
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Boosting
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A certain improvement of the bagging method is
boosting (1997, Freund and Schapire). This approach is
independent from bagging but both methods have some
common features :

Q@ in bagging all sub-samples are created by
resampling with replacement following a uniform
distribution,

Q@ in the case of boosting resampling with replacement
is also possible but the distribution evolves with
consecutive sub-samples,

O after a sub-sample is drawn, a classifier is created

O this step of the method ends with classifier accuracy
check
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Basic properties of boosting:

@ Drawing the elements to the first sub-sample is
performed in the same way as in bagging, i.e., from
the uniform distribution.

' O Starting from the second step, the probability
distribution is changed in an adaptive way.

Yoav Freund Q@ If in the m-th step of the procedure an i-th

observation has been drawn with weight w; and
wrongly classified by the m-th classifier in step

m + 1 the probability of it being drawn is enlarged
by multiplying w; with a certain value (identical for all
wrongly classified observations).

@ That is to say: observations wrongly classified by
the m-the classifier have larger chance to be drawn
in the next sub-sample.

Robert Schapire
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In practice we refrain form drawing sub-samples and if CARTSs are used it is
possible to build a classifier based on weighted observations. Let’'s assume
that we have a tree

@ and consider node m with n, elements of TRAIN in the range of Rp,
@ the estimator of the element being in class 1 is
1 Zx-eR I(yi = _1)
Pm = — I(yi=-1)= LT
™ P 2 1 ) SN 1% € Rm)

X;€Rm

O if each element is assigned weights w;, i = 1, ..., N, then the above
estimator can be substituted with

— EXieﬁm VV/I(y, = _1)
SN, wil(x; € Rm)

Pm1
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We assume g = 2 and N elements and classes are denoted as y; = {1, —1}:

Q Assume allthe weights w; =1, i=1,..,N.

e
Q Form=1,..,M:
o train the classifier fn(X, using weights w;,
o calculate
W 1
errm = > Wllyi # fn(Xi))]  ym=1In—2
i=
o substitute,
Wi = W exp(WmI[y; 7& fm(X,‘)]) = 17"'7 N

re-normalize so that >, w; = 1.
O Take

M
sgn |:Z ymfm(x):|

m=1
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e Example: natural apples vs. plastic apples
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’ Final decision

\""‘ ‘ function
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o ) We run the algorithm using our case:
Wyniki dla algorytmu boosting

O the classifier error decreases
I ] along with the increasing
1 11 ! . number of trees (black - TRAIN,
' red - TEST),

N — O the fundamental property of
i boosting is revealed: a

+ significant decrease in the
TRAIN error rate,

f @ for TEST the error rate is similar
‘ . . ‘ . : to the one for the optimal tree.
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[ ]

The described methods can use different fundamental elements, i.e.,
basic classifiers. One usually uses trees as they are very universal
classifiers although they need some amount of stabilization.

However, it turns out that algorithms connected to boosting are not
the only ones that perform in an exceptionally good way. They can be
set in the same row as Leo Breiman’s discovery from 2001 - random
forests.

Random forests, contrary to boosting, need to use CARTSs as single
classifiers. Their distinctive properties are:

o the probability of wrong classification increases with the level of
correlation among single trees,

o the probability of wrong classification decreases with the
increasing predictive power of single trees,



Random forests
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The algorithm is in fact very simple:

@ Resample with replacement the original N-element TRAIN
sample to create N observation vectors - each of them will be
used to build a single tree.

©Q In each node of the tree the split is carried out in the following
way: draw independently r among p components of the
observation vector (without resampling) and then use the
assumed split rule to r drawn components (r < p).

@ The tree is built without pruning, if possible - until leaves contain
elements from single class .

The final classification is performed in same way as in bagging: a
given observation vector is classified by all trees and the majority rule
is being used.



Random forests
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‘ Wyniki dla lasu losowego

@ We only need to set r.

0.20
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@ We commonly assume I
that a suitable value is I S

r=/p—itcan also £ 3]
be set in adaptive way e P '''''''''''''''''''''''''''''''''

@ Owing to simplicity of El
the procedure the o { teroL o, .
algorithm is often used ° ‘ ‘ ‘ '
0 20 40 60 BO 100

for large sets (e.g., p
of the order of
thousands).
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